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Overview 

•  Previously: we collected the data and 
removed the noise from the dataset 

•  Today: creating useful features 
– Time domain 
– Frequency domain 
– Sensor specific features 
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Time Domain 

•  Imagine the following sequence 
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consecutive heart rates of 80 or above for example could be an excellent predictor
for our target. Since the vast majority of popular machine learning algorithms will
not be able to take advantage of this information as they just consider instances in
isolation we need to generate features that encode this temporal information. Next
to that, we will discuss a variety of algorithms that are able to exploit the temporal
dimension directly (in Chapter 8). Engineering features in the time domain is often
referred to as the field of temporal data mining (see e.g. [78]). We will discuss
approaches for both numerical, categorical as well as mixed data.

Table 4.1: Example dataset for temporal aggregation

Time point Heart rate Activity
level

Speed Activity
type

Tired

0 45 low 0 inactive no
1 120 high 10 running no
2 45 low 0 inactive no
3 120 high 10 running no
4 120 high 9 running yes
5 80 medium 5 walking yes
6 45 low 0 inactive no
7 80 medium 5 walking no

4.1.1 Numerical Data

Let us consider an attribute with numerical values first. For instance the heart rate,
the first column in our training data matrix XT . In general, the values observed over
time for attribute Xi can be expressed as xi

1, . . . ,x
i
N assuming time is discrete and 1

represents the first and N the last instance and thus time point in our dataset. What
we will now define is a new attribute X 0

i for which the values represent a summary
of the relevant historically observed values. Two terms need to be defined more
precisely: the relevant historically observed values, and how we summarize these
observed values. The relevance is defined using a window size l which expresses
the number of discrete time points, being equal to the number of instances in our
case. For an observed value of attribute i at time point/instance t, xi

t , this means that
the values [xi

t�l , . . . ,x
i
t ] are relevant to determine the new value x newi

t . Note that
we can only compute this for t � l . Thus the window size expresses the number
of prior instances or time points that are considered. Of course, the value for l
highly depends on the data and type of measurement, and should be set based on
domain knowledge or rigorous experimentation. In literature on activity recognition,
various window sizes have been reported, ranging from instances covering a second
of data ([49, 85]), several seconds [11] to 30 seconds [104]. Gu et al. [49] argue that



Time Domain: numerical (1) 

•  We want to summarize values of a 
numerical attribute i in a certain window 

•  We assume a temporal ordering in the 
dataset: 

•  We select a windows size λ (1 in the 
previous example) 

•  For each time point t we select the proper 
values:  
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consecutive heart rates of 80 or above for example could be an excellent predictor
for our target. Since the vast majority of popular machine learning algorithms will
not be able to take advantage of this information as they just consider instances in
isolation we need to generate features that encode this temporal information. Next
to that, we will discuss a variety of algorithms that are able to exploit the temporal
dimension directly (in Chapter 8). Engineering features in the time domain is often
referred to as the field of temporal data mining (see e.g. [78]). We will discuss
approaches for both numerical, categorical as well as mixed data.

Table 4.1: Example dataset for temporal aggregation

Time point Heart rate Activity
level

Speed Activity
type

Tired

0 45 low 0 inactive no
1 120 high 10 running no
2 45 low 0 inactive no
3 120 high 10 running no
4 120 high 9 running yes
5 80 medium 5 walking yes
6 45 low 0 inactive no
7 80 medium 5 walking no

4.1.1 Numerical Data

Let us consider an attribute with numerical values first. For instance the heart rate,
the first column in our training data matrix XT . In general, the values observed over
time for attribute Xi can be expressed as xi

1, . . . ,x
i
N assuming time is discrete and 1

represents the first and N the last instance and thus time point in our dataset. What
we will now define is a new attribute X 0

i for which the values represent a summary
of the relevant historically observed values. Two terms need to be defined more
precisely: the relevant historically observed values, and how we summarize these
observed values. The relevance is defined using a window size l which expresses
the number of discrete time points, being equal to the number of instances in our
case. For an observed value of attribute i at time point/instance t, xi

t , this means that
the values [xi

t�l , . . . ,x
i
t ] are relevant to determine the new value x newi

t . Note that
we can only compute this for t � l . Thus the window size expresses the number
of prior instances or time points that are considered. Of course, the value for l
highly depends on the data and type of measurement, and should be set based on
domain knowledge or rigorous experimentation. In literature on activity recognition,
various window sizes have been reported, ranging from instances covering a second
of data ([49, 85]), several seconds [11] to 30 seconds [104]. Gu et al. [49] argue that
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Time Domain: numerical (2) 

•  We compute a new value per time point of 
a feature over each of these values: 
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different windows sizes can be explored, possibly even separate window sizes per
feature. Enough about the history to consider: how do we summarize these selected
values? There are again many possibilities: one could consider the mean, median,
minimum, maximum, standard deviation, slope, or any other measurement deemed
appropriate. Nice overviews of possibilities that have been used in the context of
human activity recognition are presented in [72] and [90]. Below formalizations of
commonly used summarization functions are given:

x meani
t =

Ât
n=t�l xi

n

l +1
(4.1)

x maxi
t = maxt�lnt xi

n (4.2)

x mini
t = mint�lnt xi

n (4.3)

x stdi
t =

s
Ât

n=t�l (x meani
n � xi

t)2

l +1
(4.4)

Returning to our running example, let us consider the attribute heart rate with a
window size of l = 1. We will use the mean value to summarize the history. The
new dataset after adding the attribute is shown in Table 4.2

Table 4.2: Example dataset after numerical aggregation

Time point Heart rate Temporal
mean heart
rate

Tired

0 45 - no
1 120 82.5 no
2 45 82.5 no
3 120 82.5 no
4 120 120 yes
5 80 100 yes
6 45 62.5 no
7 80 62.5 no

Of course, we have now just focused on one numerical attribute, multiple attributes
can also be combined if desired. As mentioned before, setting windows sized opti-
mally is an important issue. A way to optimize the windows is proposed in [25].



Time Domain: numerical (3) 

•  Example outcome: 
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window size of l = 1. We will use the mean value to summarize the history. The
new dataset after adding the attribute is shown in Table 4.2

Table 4.2: Example dataset after numerical aggregation

Time point Heart rate Temporal
mean heart
rate

Tired

0 45 - no
1 120 82.5 no
2 45 82.5 no
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Time Domain: numerical (4) 

•  CrowdSignals data: 
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Fig. 4.4: Numerical temporal aggregation with different windows size (a windows
size of 20 resembles 5 seconds, 120 is 30 seconds, and 1200 is 5 minutes)

experimentation: we want to have a good number of patterns, but do not want to
get a lot of patterns that hardly occur. While these might seem a bit trivial, we do
feel they could be beneficial for predicting, e.g. running or walking a number of
time points could be predictive for the heart rate, and running some time ago could
also be (remember that a pattern occurs when it occurred at a time point within the
window size before). We will therefore include these in our dataset as well and study
the benefit of the newly created columns later on.

Table 4.4: k-patterns found in temporal abstraction

1-patterns (7) 2-patterns (10)

OnTable, Sitting, Walking, Stand-
ing, Driving, Eating, Running

OnTable (b) OnTable, Sitting (b) Sitting, Walking (b) Walking,
Walking (b) Standing, Walking (b) Driving, Standing (b) Walk-
ing, Standing (b) Standing, Driving (b) Driving, Eating (b) Eat-
ing, Running (b) Running



Time Domain: categorical (1) 

•  What if we have categorical features? 
•  We generate patterns that combine 

categorical values over time 
•  Follow an approach by Batal et al. (2013) 
•  Again consider a window size λ 
•  We consider different relationships 

– succession (b) 
– co-occurrence (c) 
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Support (1) 

•  Example patterns: 
– Activity level = low (c) Activity = running 
– Activity = running (b) Activity = running 

•  How do we find these patterns? 
– We consider the notion of support 
– What fraction of all time points does the 

pattern occur? 
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4.1.2 Categorical Data

We are now able to exploit the temporal dimension for numerical data, but what
about categorical data? If we consider our prior example, the activity type might
also be an excellent predictor when considering previous values, e.g. running two
times after each other in the last three time points results in tired = yes. There might
however be a lot of options we can potentially consider as a predictor depending on
the number of categories occurring in the attributes, and we cannot just summa-
rize them by a single number as we did for the numerical case. Hence, we need
to generate patterns in an intelligent way and need to be selective which ones we
consider. Below we will introduce an example of an algorithm loosely based on
(and a simplification of) the algorithm proposed in Batal et al (cf. [10]) that does
precisely this. We focus on finding temporal patterns in the values of categorical at-
tributes that occur sufficiently frequent. We specify temporal relationships inspired
by Allen [5] and focus on values that occur in succession (one before the other, b) or
occur at the same time point, i.e. co-occur c. An example temporal pattern from our
dataset is for instance Activity level = high (c) Activity type = running or Activity
type = inactive (b) Activity type = running. The co-occurrence relationship is most
valuable if we combine it with the before relationship (since most learning algo-
rithms will be able to identify the predictive power of the two attributes together),
except if we consider co-occurrence relationships before the current time point.

Let us again consider a fixed window size l limiting the history we consider. A
notion that will drive our search for these patterns is the support of the patterns in
our data: how often the pattern occurs in the data compared to the number of time
points (or instances) in our dataset. Assume we have found a pattern pa. The support
is defined as follows:

support(pa) =
Âtend

t=tstart+l occurs(pa, t �l , t)
N �l

(4.5)

Where

occurs(pa, ts, te) =

8
>>>>>>>>>>>>><

>>>>>>>>>>>>>:

1 (1) pa of the form Xi = v and there exists a time point
between ts and te where v is observed for Xi

(2) pa is of the form pa1 (c) pa2 and there exists a time point
between ts and te where both pa1 and pa2 occur

(3) pa is of the form pa1 (b) pa2 and there exists a time point t1
before t2 both between ts and te such that pa1 occurs at t1

and pa2 at t2
0 otherwise



Support (2) 

•  Support for Activity level = low (b) Activity 
type = running (λ=1) 
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consecutive heart rates of 80 or above for example could be an excellent predictor
for our target. Since the vast majority of popular machine learning algorithms will
not be able to take advantage of this information as they just consider instances in
isolation we need to generate features that encode this temporal information. Next
to that, we will discuss a variety of algorithms that are able to exploit the temporal
dimension directly (in Chapter 8). Engineering features in the time domain is often
referred to as the field of temporal data mining (see e.g. [78]). We will discuss
approaches for both numerical, categorical as well as mixed data.

Table 4.1: Example dataset for temporal aggregation

Time point Heart rate Activity
level

Speed Activity
type

Tired

0 45 low 0 inactive no
1 120 high 10 running no
2 45 low 0 inactive no
3 120 high 10 running no
4 120 high 9 running yes
5 80 medium 5 walking yes
6 45 low 0 inactive no
7 80 medium 5 walking no

4.1.1 Numerical Data

Let us consider an attribute with numerical values first. For instance the heart rate,
the first column in our training data matrix XT . In general, the values observed over
time for attribute Xi can be expressed as xi

1, . . . ,x
i
N assuming time is discrete and 1

represents the first and N the last instance and thus time point in our dataset. What
we will now define is a new attribute X 0

i for which the values represent a summary
of the relevant historically observed values. Two terms need to be defined more
precisely: the relevant historically observed values, and how we summarize these
observed values. The relevance is defined using a window size l which expresses
the number of discrete time points, being equal to the number of instances in our
case. For an observed value of attribute i at time point/instance t, xi

t , this means that
the values [xi

t�l , . . . ,x
i
t ] are relevant to determine the new value x newi

t . Note that
we can only compute this for t � l . Thus the window size expresses the number
of prior instances or time points that are considered. Of course, the value for l
highly depends on the data and type of measurement, and should be set based on
domain knowledge or rigorous experimentation. In literature on activity recognition,
various window sizes have been reported, ranging from instances covering a second
of data ([49, 85]), several seconds [11] to 30 seconds [104]. Gu et al. [49] argue that

Support	=		
2/7	≈	0.29		



Support (3) 

•  How can we define formally whether a 
pattern occurs? 
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4.1.2 Categorical Data

We are now able to exploit the temporal dimension for numerical data, but what
about categorical data? If we consider our prior example, the activity type might
also be an excellent predictor when considering previous values, e.g. running two
times after each other in the last three time points results in tired = yes. There might
however be a lot of options we can potentially consider as a predictor depending on
the number of categories occurring in the attributes, and we cannot just summa-
rize them by a single number as we did for the numerical case. Hence, we need
to generate patterns in an intelligent way and need to be selective which ones we
consider. Below we will introduce an example of an algorithm loosely based on
(and a simplification of) the algorithm proposed in Batal et al (cf. [10]) that does
precisely this. We focus on finding temporal patterns in the values of categorical at-
tributes that occur sufficiently frequent. We specify temporal relationships inspired
by Allen [5] and focus on values that occur in succession (one before the other, b) or
occur at the same time point, i.e. co-occur c. An example temporal pattern from our
dataset is for instance Activity level = high (c) Activity type = running or Activity
type = inactive (b) Activity type = running. The co-occurrence relationship is most
valuable if we combine it with the before relationship (since most learning algo-
rithms will be able to identify the predictive power of the two attributes together),
except if we consider co-occurrence relationships before the current time point.

Let us again consider a fixed window size l limiting the history we consider. A
notion that will drive our search for these patterns is the support of the patterns in
our data: how often the pattern occurs in the data compared to the number of time
points (or instances) in our dataset. Assume we have found a pattern pa. The support
is defined as follows:

support(pa) =
Âtend

t=tstart+l occurs(pa, t �l , t)
N �l

(4.5)

Where

occurs(pa, ts, te) =

8
>>>>>>>>>>>>><

>>>>>>>>>>>>>:

1 (1) pa of the form Xi = v and there exists a time point
between ts and te where v is observed for Xi

(2) pa is of the form pa1 (c) pa2 and there exists a time point
between ts and te where both pa1 and pa2 occur

(3) pa is of the form pa1 (b) pa2 and there exists a time point t1
before t2 both between ts and te such that pa1 occurs at t1

and pa2 at t2
0 otherwise



Pattern generation (1) 

•  We only want to focus on patterns with 
sufficient support 
– Otherwise it will not be a good feature anyway 
– We start with patterns of single attribute value 

pairs with sufficient support 
– We extend these patterns to more complex 

patterns and select those with sufficient support 
– As we move to more complex patterns of size k 

we only extend patterns of size k-1 that were 
among the ones with sufficient support 
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Pattern generation (2) 

13	

4.1 Time Domain 53

Hence, we pass all instances in our data that have enough history, and check
whether the patterns occurs in the selected history (limited by window size l ). A
pattern is said to occur within the history if it is a simple pattern (i.e. an attribute
value combination) for which a time point exists in the given historical time inter-
val where the value is observed. If the pattern is more complex (i.e. contains (c)
or (b) constructs), the occurrence of the sub patterns is checked together with their
specified order (i.e. at the same time or in sequence). Note that we did make a sim-
plifying assumption: co-occurring patterns cannot contain before patterns. A certain
minimal support threshold q will be our basis to generate patterns. We simply start
to generate all possible patterns of size one first (i.e. attribute value pairs) and check
whether their support meets our threshold q . We then move into a loop where we
continuously expand the size of the patterns (referred to as k� patterns, where k
represents the patterns size). If we would not do this in an efficient way, we would
still need to consider a lot of potential patterns. The support however comes with
a nice property (following the APRIORI algorithm, [4]): we only need to consider
k� patterns that extend our (k� 1)� patterns, and the only way to extend them
is by using the 1� patterns that fulfill our minimum support threshold. This is be-
cause the support of a new pattern can never become higher than the support value
of the least supported subpattern it includes. This substantially limits our search
space. The algorithm is shown in pseudocode below, we refer to the set of generated
patterns as P:

Algorithm 1: Temporal Pattern Identification Algorithm
P = {}
k = 1
Generate patterns of size 1 (attribute values pairs)
Calculate the support for each pattern and add the ones that reach the threshold q to P
while True do

Select the current set of k-patterns Pk from P
Try to extend each element of Pk with an element from P1 using (c) and (b) constructs
Calculate the support for the new cases
Add the cases to the set P for which the support � q
k = k + 1
if no cases have been added then

return P
end

end

In the end, the patterns become new attributes (i.e. additions to X) for which the
value expresses the number of occurrences of the patterns in the relevant history of
the instance.

Let us turn to our example to illustrate the whole process. Here, we consider only
the attribute Activity type as an example. We can see that there are three possible
values in our dataset, namely running, walking, and inactive. If we generate 1�
patterns with a window size of l = 1, we find that pattern Activity type = running



Pattern generation (3) 

•  Let us consider our dataset again 

– Assume a minimum support Θ=2/7 and λ=1 
– What patterns would we get if we just consider 

Activity type? 
14	
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consecutive heart rates of 80 or above for example could be an excellent predictor
for our target. Since the vast majority of popular machine learning algorithms will
not be able to take advantage of this information as they just consider instances in
isolation we need to generate features that encode this temporal information. Next
to that, we will discuss a variety of algorithms that are able to exploit the temporal
dimension directly (in Chapter 8). Engineering features in the time domain is often
referred to as the field of temporal data mining (see e.g. [78]). We will discuss
approaches for both numerical, categorical as well as mixed data.

Table 4.1: Example dataset for temporal aggregation

Time point Heart rate Activity
level

Speed Activity
type

Tired

0 45 low 0 inactive no
1 120 high 10 running no
2 45 low 0 inactive no
3 120 high 10 running no
4 120 high 9 running yes
5 80 medium 5 walking yes
6 45 low 0 inactive no
7 80 medium 5 walking no

4.1.1 Numerical Data

Let us consider an attribute with numerical values first. For instance the heart rate,
the first column in our training data matrix XT . In general, the values observed over
time for attribute Xi can be expressed as xi

1, . . . ,x
i
N assuming time is discrete and 1

represents the first and N the last instance and thus time point in our dataset. What
we will now define is a new attribute X 0

i for which the values represent a summary
of the relevant historically observed values. Two terms need to be defined more
precisely: the relevant historically observed values, and how we summarize these
observed values. The relevance is defined using a window size l which expresses
the number of discrete time points, being equal to the number of instances in our
case. For an observed value of attribute i at time point/instance t, xi

t , this means that
the values [xi

t�l , . . . ,x
i
t ] are relevant to determine the new value x newi

t . Note that
we can only compute this for t � l . Thus the window size expresses the number
of prior instances or time points that are considered. Of course, the value for l
highly depends on the data and type of measurement, and should be set based on
domain knowledge or rigorous experimentation. In literature on activity recognition,
various window sizes have been reported, ranging from instances covering a second
of data ([49, 85]), several seconds [11] to 30 seconds [104]. Gu et al. [49] argue that



Pattern generation (4) 
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has a support of 5
7 (note that we ignore the first instance for the calculations, as there

is insufficient history available), while this is 4
7 for Activity type= inactive and 3

7 for
walking. Assuming q = 2

7 we add all to our set P. We now move to the 2� patterns,
and try all combinations with all constructs with the 1� patterns we have identified.
Since we just consider one attribute with a singular value, the co-occurrence is not
relevant and the only pattern that meets our threshold is Activity type = inactive (b)
Activity type = running. The resulting dataset is shown in Table 4.3.

Table 4.3: Example dataset after adding temporal patterns for attribute Activity type

Time
point

Heart
rate

Activity
level

Speed Activity
type

Activity
type =
inactive

Activity
type =
running

Activity
type =
walking

Activity
type = inactive
(b) Activity
type = running

Tired

0 45 low 0 inactive - - - - no
1 120 high 10 running 1 1 0 1 no
2 45 low 0 inactive 1 1 0 0 no
3 120 high 10 running 1 1 0 1 no
4 120 high 9 running 0 2 0 0 yes
5 80 medium 5 walking 0 1 1 0 yes
6 45 low 0 inactive 1 0 1 0 no
7 80 medium 5 walking 1 0 1 0 no

4.1.3 Mixed Data

The approaches to add features covering the temporal dimension we have introduced
above were very specific for either numerical data or categorical data. Combinations
of the two types of attribute values could obviously be beneficial as well. To estab-
lish this, we need to identify categorical values from the numerical data that can in
turn be used in our algorithm suitable for categorical data we have just explained.
Batal et al. [10] considers two cases: (1) certain ranges are known that can be used
to identify categorical values (think of low, high, and normal blood pressure), or (2)
there is sheer numerical data without an interpretation of what the values mean in
the specific context (think of weight, it is difficult to say whether 80 kilograms is a
healthy weight if you do not know how tall a person is). For the former, the trans-
lations is obvious. For the latter, the slope can be used, as we have seen before. We
did not formally define it, but assume we can calculate the slope x slopei

t and say it
is increasing (x slopei

t is above some threshold), decreasing (below the threshold),
or stable (all other cases). Although the approach is relatively simplistic, it has been
shown to be quite beneficial (see e.g. [70]).

•  The resulting dataset: 



Time Domain: categorical (2) 

•  CrowdSignals data (labels, λ=1200, 
Θ=0.03)  
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Fig. 4.4: Numerical temporal aggregation with different windows size (a windows
size of 20 resembles 5 seconds, 120 is 30 seconds, and 1200 is 5 minutes)

experimentation: we want to have a good number of patterns, but do not want to
get a lot of patterns that hardly occur. While these might seem a bit trivial, we do
feel they could be beneficial for predicting, e.g. running or walking a number of
time points could be predictive for the heart rate, and running some time ago could
also be (remember that a pattern occurs when it occurred at a time point within the
window size before). We will therefore include these in our dataset as well and study
the benefit of the newly created columns later on.

Table 4.4: k-patterns found in temporal abstraction

1-patterns (7) 2-patterns (10)

OnTable, Sitting, Walking, Stand-
ing, Driving, Eating, Running

OnTable (b) OnTable, Sitting (b) Sitting, Walking (b) Walking,
Walking (b) Standing, Walking (b) Driving, Standing (b) Walk-
ing, Standing (b) Standing, Driving (b) Driving, Eating (b) Eat-
ing, Running (b) Running



Time Domain: mixed data 

•  We can make categories from the 
numerical values 
– Use ranges (low, normal, high) 
– Use temporal relations (increasing, 

decreasing) 
•  We apply the categorical approach to 

those 
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Frequency domain 

18	

•  Next to summarizing the values we can 
also look at the frequency domain 
– Periodic data, e.g. a walking pattern 

•  Let us consider our series of values 
again within a certain window of size λ:  

•  Perform a Fourier transformation to see 
what “frequencies” we observe within 
the window 
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consecutive heart rates of 80 or above for example could be an excellent predictor
for our target. Since the vast majority of popular machine learning algorithms will
not be able to take advantage of this information as they just consider instances in
isolation we need to generate features that encode this temporal information. Next
to that, we will discuss a variety of algorithms that are able to exploit the temporal
dimension directly (in Chapter 8). Engineering features in the time domain is often
referred to as the field of temporal data mining (see e.g. [78]). We will discuss
approaches for both numerical, categorical as well as mixed data.

Table 4.1: Example dataset for temporal aggregation

Time point Heart rate Activity
level

Speed Activity
type

Tired

0 45 low 0 inactive no
1 120 high 10 running no
2 45 low 0 inactive no
3 120 high 10 running no
4 120 high 9 running yes
5 80 medium 5 walking yes
6 45 low 0 inactive no
7 80 medium 5 walking no

4.1.1 Numerical Data

Let us consider an attribute with numerical values first. For instance the heart rate,
the first column in our training data matrix XT . In general, the values observed over
time for attribute Xi can be expressed as xi

1, . . . ,x
i
N assuming time is discrete and 1

represents the first and N the last instance and thus time point in our dataset. What
we will now define is a new attribute X 0

i for which the values represent a summary
of the relevant historically observed values. Two terms need to be defined more
precisely: the relevant historically observed values, and how we summarize these
observed values. The relevance is defined using a window size l which expresses
the number of discrete time points, being equal to the number of instances in our
case. For an observed value of attribute i at time point/instance t, xi

t , this means that
the values [xi

t�l , . . . ,x
i
t ] are relevant to determine the new value x newi

t . Note that
we can only compute this for t � l . Thus the window size expresses the number
of prior instances or time points that are considered. Of course, the value for l
highly depends on the data and type of measurement, and should be set based on
domain knowledge or rigorous experimentation. In literature on activity recognition,
various window sizes have been reported, ranging from instances covering a second
of data ([49, 85]), several seconds [11] to 30 seconds [104]. Gu et al. [49] argue that
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•  How do we move from a time series to 
frequencies? 

•  We create sinusoid functions with different 
periods 
–  from one period within our window to as many 

periods as we can fit in given our discrete time 
points 

– We figure out how they can together account 
for the values we measure by finding the best 
amplitudes 
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•  Assume a base frequency: 

•  The lowest frequency with a complete 
sinusoid period in it 

•  We can look at multiples k of this base 
frequency (k full sinusoid periods) 
– k runs from 0 to our window size  
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4.2 Frequency domain

Previously, we have identified ways to abstract raw measurements within a time
window to a more aggregated value by means of several aggregation functions (e.g.
the mean over time). In this section, we will move to a different domain, namely the
frequency domain. Remember that we explained the lowpass filter before, which
also works in the frequency domain. Let us start with an example to understand
this domain a bit better. Imagine we want to recognize whether our friend Arnold is
running. While we could use a historic window of the accelerometer measurements
and for instance the variance we observe there, it might be more natural to look at the
periodicity in the measurements of the accelerometer. For instance, do we see that
the accelerometer of Arnold shows clear periodic measurements (like a sinusoid)
with a frequency similar to a running frequency. For this purpose, we can use Fourier
Transformations. We see these types of features in lots of research papers that use
sensory data in combination with machine learning [6, 19, 7, 112, 69, 84, 89, 103,
113]. We will elaborate more on these and the features we can engineer based on
these transformations below.

4.2.1 Fourier Transformations

The idea of a Fourier transformation (see e.g. [23]) is that any sequence of measure-
ments we perform can be represented by means of a combination of sinusoid func-
tions with different frequencies. A typical example includes sound waves, where we
have waves at different frequencies that together make up the sound we hear. The
math behind Fourier transformations can be a bit tricky as it involves complex num-
bers but we will guide you through it. Let us assume we have a number of sensory
measurements for attribute i [xi

t�l , . . . ,x
i
t ], where t is our current time point and l the

size of the historic window we consider. While there are many variants of Fourier
transformations, we will focus on the Discrete Fourier Transform (DFT) as there
exists an efficient implementation for this variant. It assumes discrete time (which
we also assume throughout this book) and a finite number of measurements (and of
course we only consider finite values for our window size l ). We create sinusoids
with different frequencies. Consider f0 as the base frequency:

f0 =
2p

l +1
(4.6)

Remember that l + 1 is the number of data points in our window (we consider l
previous points plus the current time point). We will use multiplications of this base
frequency, where k is the multiplication factor (i.e. k · f0). The higher the value of
k the higher the frequency of the signal. To get from k to a frequency in Hertz per
second we need to know how many datapoints represent a second (called f s):
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•  We can compute a frequency per second 
given a value of k 
– Let fs represent how many data points 

represent a second 
– Then the frequency of a sinusoid with value k 

– We need λ + 1 frequencies: 
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f (k) = k/
✓

l +1
f s

◆
=

k · f s
l +1

(4.7)

k is the number of periods of the sinusoid over our l + 1 samples while l
f s is the

number of seconds. For each frequency, we also need to specify an amplitude, de-
noted as a(k) here. We need l + 1 different frequencies to represent our original
sequence. To be more precise, we need frequencies {0 · f0, . . . ,l · f0}, i.e. l + 1
frequencies, starting at 0. Note that in some cases, frequencies are written from
{�(l +1/2)�1 · f0, . . . ,(l +1/2)�1 · f0} but these can be proven to be identical
to the frequencies we have mentioned first (we will not bother you with the details).
The value of a sinusoid function at frequency k at a time point t is represented as:

vk(t) = a(k) · ei·k· f0·t (4.8)

Ok, we see an i here, which indicates a complex number (i.e. i =
p
�1). Do not

panic or worry about it if you are unfamiliar with this. What is important to notice is
that ei·k·w·n in fact represents a sinusoid function with the specified frequency k · f0.
This follows from Euler’s formula:

ei·t = cos(t)+ i · sin(t) (4.9)

Nice! We imagine everyone loves these kinds of mathematical constructs. We can
now compute the value of our measurement at time a time point t in our window:

xi
t =

l

Â
k=0

a(k) · ei·k· f0·t (4.10)

So are we done? Well, no, although we have fixed the frequencies of the sinusoid
functions, we do not yet have the amplitudes (a(0), . . . ,a(l )) that match the data in
our window. In fact, this a computational problem we should solve. For this purpose,
the Fast Fourier Transform algorithm can be used, which works in O(NlogN) (where
N is l for our case). We will not go into detail on the working of the algorithm. Of
course, we will have different values for the amplitudes over different windows,
therefore we extend the notation for the amplitude a bit with the time window we
consider: at

t�l (i) represents the amplitude of frequency i in the window [t �l , t].
Let us consider an example. Figure 4.1 shows an example of a series of mea-

surements we have obtained from some sensor around Arnold, namely the activity
level (we consider a very large window size l for now, namely the full width of
the pattern). We set the number of data points per time step to 10. If we apply our
Fourier transformation, we can look at the values of the amplitudes of each of our
sinusoid functions with different frequencies (which we can derive from the value
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•  We need to find the amplitudes a(k) 
associated with the frequencies 
– The value of the sinusoid at a time point t is 

specified as: 
 
– Why do we have ei? Well, it just represents a 

sinusoid function (cf. Euler): 
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•  And now our value at time point t is: 

•  We can find the best values for a(k) for a 
given window of time points using Fast 
Fourier Transform 
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•  Let us look at an example: 
4.2 Frequency domain 57

Fig. 4.1: Example measurement sequence

for k and our base frequency). Figure 4.2 show the amplitudes for our case. We see
that in the sinuous represented by low frequencies are found to be most important
in the decomposition, which makes sense given the characteristics of our data (we
see a combination of low frequency waves).

Fig. 4.2: Amplitudes for example data

Ok, we know how to move towards the frequency domain, we will discuss the
features we can distill from this move now.
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And now…. get feature values (1) 

25	

•  We have different values for a(k) per time 
point 

•  We can start to derive value 
– The actual values of the amplitudes for each 

frequency: 
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4.2.2 Features in Frequency Domain

One obvious set of features we can derive in the frequency domain is the amplitude
associated with each of the relevant frequencies that are part of the historic window
of size l we consider (i.e. a(0), . . . ,a(l )) which will have a unique value for each
time point we consider:

x ai
t(0) = at

t�l (0)
... (4.11)

x ai
t(l ) = at

t�l (l )

Note that we do not refer to the specific attribute i in our notation for the am-
plitude a to avoid an overly complex notation. Depending on the setting for l , this
might result in a lot of additional features that are very specific. Features that ag-
gregate these amplitudes and frequencies in a single value have been developed as
well. We will explain a few of them here. First of all, we can take the frequency with
the highest amplitude. This gives us an indication of the most important frequency
in the windows under consideration:

x max f i
t = f0 · argmax

k2[0,l ]
at

t�l (k) (4.12)

A second option is to compute the frequency weighted signal average. The metric
provides information on the average frequency observed in our window (given the
amplitudes), and might shed a but more light on the entire spectrum of frequencies
contrary to our previous approach that just focused on the most dominant one. It
is computed by multiplying the frequencies with their amplitude and normalizing
them by the total sum of the amplitude:

x f weightedi
t =

Âl
k=0 at

t�l (k) · f (k)

Âl�1
k=0 at

t�l (k)
(4.13)

Finally, we can derive the power spectral entropy:
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– The highest amplitude frequency: 
 
– The frequency weighted signal average: 

– And the amount of information in the signal 
(power spectrum entropy): 
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Pt
t�l (k) =

1
l
|at

t�l (k)|
2 (4.14)

pt
t�l (k) =

Pt
t�l (k)

Âl�1
i=0 Pt

t�l (i)
(4.15)

x power spec entropyi
t =�

l

Â
k=0

pt
t�l (k) ln pt

t�l (k) (4.16)

Here, we compute the power spectral density first (squaring the amplitude and
normalizing by the number of frequencies), normalize the values to a total sum of
1 such that we can view it as a probability density function, and compute the en-
tropy via the standard entropy calculation. This resulting value is meant to represent
how much information is contained within the signal. More features derived from
the frequency domain such as the energy of a frequency interval, the skewedness,
etcetera. have been defined. See [7] and [90] for an overview.

4.3 Features for Unstructured Data

Although the quantified self mainly has to do with data obtained in a structured way
(i.e. numerical or categorical attributes), some additional information might also be
relevant. There exists a lot of unstructured data that can be used in our machine
learning approaches. Just think of the texts Arnold is sending, the Facebook posts
he is generating, and the exercises Bruce is performing to avoid a depression. In
this section, we will briefly discuss the extraction of useful information attributes
from text-based data. This is merely one example of unstructured data, just think
of images and video. Explaining of all of them is however beyond the scope of this
book. In the explanation of working with natural language text we will include only
some reasonably simple approaches without looking at the semantics of the text, just
the word occurrences. Of course the topic deserves a book on its own, the reader is
therefore referred to [43] for a more in-depth discussion. We will start with the pre-
processing of the data, followed by several approaches to form attributes based on
different aspects observed in the text.

4.3.1 Pre-processing text data

Initially, we are faced with raw unstructured text as a value of an attribute Xi. Imag-
ine the following fragment:

Bruce: ”I really felt bad yesterday. Got fired at work.”

In order to create attributes from words directly or apply some other approaches to
extract attributes we need to perform a number of basic steps first:
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•  CrowdSignal example (λ=40) 66 4 Feature Engineering based on Sensory Data

Fig. 4.5: Frequencies with the aggregated features for the Fourier Transformation
combined with the labels

overlap	

window	

-me	

Fig. 4.6: Overlapping windows

4.5 Exercises

4.5.1 Pen and paper

1. We have seen several summarization functions that summarize numerical val-
ues within the time domain to a single number (i.e. mean, standard deviation,
minimum, and maximum). Provide an example for all four functions that shows
where that form of summarization can be useful.

2. Define at least two additional summarization function for numerical values in the
time domain and explain what their added value would be over the four we have
already defined in the book. Provide intuitive examples to illustrate your point.
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•  Ok, we have seen a lot of possibilities for 
structured data 

•  How do we handle more unstructured data? 
– Free text 
–  Images 
– Audio 
– Video 
– …… 

•  Look at text only in this lecture 
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•  Let us take an example from Bruce: 
–  Bruce: ”I really felt bad yesterday. Got fired at work.” 
–  We perform a number of steps first: 

•  Tokenization 
–  identify sentences and words within sentences 

•  Lower case 
–  change the uppercase letters to lowercase 

•  Stemming: 
–  Identify the stem of each word to reduce words to their stem and 

map all different variations of for example verbs to a single term 
•  Stop word removal: 

–  remove known stop words as they are not likely to be predictive. 
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•  Let us take an example from Bruce: 
– Bruce: ”I really felt bad yesterday. Got fired at 

work.” 
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1. Tokenization: identify sentences and words within sentences.
2. Lower case: change the uppercase letters to lowercase.
3. Stemming: identify the stem of each word to reduce words to their stem and map

all different variations of for example verbs to a single term.
4. Stop word removal: remove known stop words as they are not likely to be pre-

dictive.

tokeniza)on	 stemming	 stop	word	
removal	
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Got	fired	at	work.	
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Fig. 4.3: Simple NLP pipeline

Figure 4.3 shows the steps in a graphical form, including our example. Note that the
stem of a word does not have to be its formal stem, as long as there is a single term
to map all different variations to it is fine. We can perform each of the steps using
a variety of (usually machine learning based) natural language processing (NLP)
tools. We use the following minimalistic notation for the data we have obtained:
{x j

i (1), . . . ,x
j
i (S)} represents the S sentences found for data instance i of attribute j.

Each sentence contains a number of words W , denoted within the brackets for the
sentence, i.e. {x j

i (1,1), . . . ,x
j
i (1,W )} represents the words in first sentence.

4.3.2 Bag of words

After we have identified the words in the various sentences, we are ready to define
attributes already for the most simple case. We define so-called n�grams of words.
Here, n represents the number of words we consider as a single unit or attribute. A
unigram considers single words, a bigram pairs of words, a trigram a combination of
three words, etcetera. We look at these combinations in each of our sentences. The
approach is called bag of words, because the order of the n-grams in the text corpus
is ignored. The algorithm is shown in Algorithm 2. If we were to take our example,
we would end up with the following unigram attributes: really, feel, bad, yesterday,
get, fire, and work. If we were to take bigrams we would get: really feel, feel bad,
bad yesterday, get fire, and fire work. We refer to each new attribute as A j and the
value of the attribute for instance i is a j

i as shown in the algorithm. The value for
an attribute is the number of occurrences of the n-gram in the text associated with
the instance. Sometimes a binary representation is used, then we simply replace the
count values by binary values to indicate the presence of the n-gram.
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•  Approaches: 
– Bag of words 
– TF-IDF 
– Topic modeling 
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•  Count occurrences of n-grams within text 
•  n-gram: n consecutive words 
•  Assume that we note down the S 

sentences we have found within an 
instance i at for attribute j as follows: 

•  And the words within the sentences: 
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sentence, i.e. {x j

i (1,1), . . . ,x
j
i (1,W )} represents the words in first sentence.

4.3.2 Bag of words

After we have identified the words in the various sentences, we are ready to define
attributes already for the most simple case. We define so-called n�grams of words.
Here, n represents the number of words we consider as a single unit or attribute. A
unigram considers single words, a bigram pairs of words, a trigram a combination of
three words, etcetera. We look at these combinations in each of our sentences. The
approach is called bag of words, because the order of the n-grams in the text corpus
is ignored. The algorithm is shown in Algorithm 2. If we were to take our example,
we would end up with the following unigram attributes: really, feel, bad, yesterday,
get, fire, and work. If we were to take bigrams we would get: really feel, feel bad,
bad yesterday, get fire, and fire work. We refer to each new attribute as A j and the
value of the attribute for instance i is a j

i as shown in the algorithm. The value for
an attribute is the number of occurrences of the n-gram in the text associated with
the instance. Sometimes a binary representation is used, then we simply replace the
count values by binary values to indicate the presence of the n-gram.
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Figure 4.3 shows the steps in a graphical form, including our example. Note that the
stem of a word does not have to be its formal stem, as long as there is a single term
to map all different variations to it is fine. We can perform each of the steps using
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sentence, i.e. {x j
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i (1,W )} represents the words in first sentence.

4.3.2 Bag of words

After we have identified the words in the various sentences, we are ready to define
attributes already for the most simple case. We define so-called n�grams of words.
Here, n represents the number of words we consider as a single unit or attribute. A
unigram considers single words, a bigram pairs of words, a trigram a combination of
three words, etcetera. We look at these combinations in each of our sentences. The
approach is called bag of words, because the order of the n-grams in the text corpus
is ignored. The algorithm is shown in Algorithm 2. If we were to take our example,
we would end up with the following unigram attributes: really, feel, bad, yesterday,
get, fire, and work. If we were to take bigrams we would get: really feel, feel bad,
bad yesterday, get fire, and fire work. We refer to each new attribute as A j and the
value of the attribute for instance i is a j

i as shown in the algorithm. The value for
an attribute is the number of occurrences of the n-gram in the text associated with
the instance. Sometimes a binary representation is used, then we simply replace the
count values by binary values to indicate the presence of the n-gram.
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Algorithm 2: Bag of Words (n-grams)
A = {}
Nattr = 1
for i = 1, . . . ,N do

a1
i , . . . ,a

Nattr
i = 0

for s = 1, . . . ,S do
for w = 1, . . . ,W do

if w+(n�1)W then
Atemp =< x j

i (s,w), . . . ,x
j
i (s,w+(n�1))>

if Atemp /2 A then
A = A[Atemp

aNattr
i = 1

aNattr
1 , . . . ,aNattr

i�1 = 0
Nattr = Nattr +1

else
k = index(Atemp)
ak

i = ak
i +1

end
end

end
end

4.3.3 TF-IDF

An alternative approach is to use the so-called TF-IDF (for Term Frequency Inverse
Document Frequency, see [94]) score as value of an instance i for the n-grams we
have identified. This takes into account how unique the n-gram is over the different
pieces of text we see in all instances. First, let us define the term frequency (TF) as
the number of occurrences of an n-gram in the instance (referred to as a document
in this case): a j

i . This is precisely the way we have defined the value in our bag
of words approach before. We normalize the value now and do so by means of the
number of total data instances N divided by the number of occurrences of the n-gram
in all data instances (this is the IDF part):

id f j = log

 
N

|{i|i 2 {1, . . . ,N}^a j
i > 0}|

!
(4.17)

(4.18)

The higher the number, the more unique the n-gram is (i.e. if it occurs in all docu-
ments the value would be the lowest possible: 0). We are now ready to compute the
TF-IDF score:
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•  Bag of words does not account for the 
“uniqueness of words” 

•  Assume that we have found the number of 
occurrences of a word (using bag of 
words): 

•  The inverse document frequency is: 
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•  And we multiply this with the number of 
times it occurs: 

•  Gives more weight to unique words 
•  Avoids very frequent (and probably not 

very predictive words) to become too 
dominant 
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t f id f j
i = a j

i · id f j (4.19)

The score gives more weight to n-grams that are unique compared to the regular
counts. This avoids very frequent words to become too dominant in our attributes.

4.3.4 Topic Modeling

Of course the raw usage of n-grams results in pretty specific and a large set of
attributes. An alternative is to use an algorithm that extract more high-level topics
from the set of texts we have available in our dataset, for instance the topic ”work”
or ”emotions” for Bruce. Topics are specified by means of a set of words (Nattr
words) and associated weights w j

i : topic(k) = {< A1,w1
k >,. . . ,< ANattr ,w

Nattr
k >}.

We are not going to explain how we find topics in a completely formal way, but will
give a (hopefully) intuitive explanation.

To find the topics we can use multiple approaches. We will use Latent Dirichlet
Allocation (LDA), cf. [18]. In the approach, we assume a generative process for
pieces of text given k topics: texts are generated with a certain number of words
W in mind (generated by a Poisson distribution) and a distribution over the topics
following a so-called Dirichlet distribution (”I am going to write a fraction 0.5 about
work and 0.5 about my emotions and nothing about the other topics”). For each of
the W words we select a topic based on the generated probabilities and select a word
from our set of available words in the dataset using a certain multinomial distribution
over the words for the specific selected topic (e.g. ”job” with a probability of 0.8 for
the topic ”work”).

The key here is to find the probabilities of the words associated with the topics
(hence, this is what we started with in the first place, words and weights for topics).
We start with assigning a word to a topic at random (giving it a weight of 1 in a
single topic, and 0 in all others) and iteratively improve the weights to maximize the
match between our generative process given the topics and associated weights for
words and the observed data. The precise details can be found in [18].

Once we have found the weights, we create attributes per topic, and assign a
values based on the observed frequencies of words and weights assigned to the
words for the topic:

topick(i) =
Nattr

Â
m=1

am
i ·wm

k (4.20)

We end up with scores over all topics.
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•  Instead of looking at words, let us look at 
the topics the free text is about 

•  We assume that the texts contain k topics 
•  Topics are associated with words, certain 

words make up a topic 
– The depression topic might contain words 

such as “bad”, “down”, “mood”, etc. 
•  For each topic, a word has a certain 

weight: 
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t f id f j
i = a j

i · id f j (4.19)

The score gives more weight to n-grams that are unique compared to the regular
counts. This avoids very frequent words to become too dominant in our attributes.

4.3.4 Topic Modeling

Of course the raw usage of n-grams results in pretty specific and a large set of
attributes. An alternative is to use an algorithm that extract more high-level topics
from the set of texts we have available in our dataset, for instance the topic ”work”
or ”emotions” for Bruce. Topics are specified by means of a set of words (Nattr
words) and associated weights w j

i : topic(k) = {< A1,w1
k >,. . . ,< ANattr ,w

Nattr
k >}.

We are not going to explain how we find topics in a completely formal way, but will
give a (hopefully) intuitive explanation.

To find the topics we can use multiple approaches. We will use Latent Dirichlet
Allocation (LDA), cf. [18]. In the approach, we assume a generative process for
pieces of text given k topics: texts are generated with a certain number of words
W in mind (generated by a Poisson distribution) and a distribution over the topics
following a so-called Dirichlet distribution (”I am going to write a fraction 0.5 about
work and 0.5 about my emotions and nothing about the other topics”). For each of
the W words we select a topic based on the generated probabilities and select a word
from our set of available words in the dataset using a certain multinomial distribution
over the words for the specific selected topic (e.g. ”job” with a probability of 0.8 for
the topic ”work”).

The key here is to find the probabilities of the words associated with the topics
(hence, this is what we started with in the first place, words and weights for topics).
We start with assigning a word to a topic at random (giving it a weight of 1 in a
single topic, and 0 in all others) and iteratively improve the weights to maximize the
match between our generative process given the topics and associated weights for
words and the observed data. The precise details can be found in [18].

Once we have found the weights, we create attributes per topic, and assign a
values based on the observed frequencies of words and weights assigned to the
words for the topic:

topick(i) =
Nattr

Â
m=1

am
i ·wm

k (4.20)

We end up with scores over all topics.
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•  How do find topics? 
– We can use Latent Dirichlet Allocation (LDA) 

(cf. Blei, 2003) 
–  It assumes text are generated with: 

•  certain words in mind (using a Poisson distribution) 
•  a distribution over topics (using a Dirichlet 

distribution) 
– We assume words fully belong to a single 

topic initially 
– We update the weights to maximize the 

probability of observing the texts 
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•  And we score the topics as follows: 
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t f id f j
i = a j

i · id f j (4.19)

The score gives more weight to n-grams that are unique compared to the regular
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k >}.
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Allocation (LDA), cf. [18]. In the approach, we assume a generative process for
pieces of text given k topics: texts are generated with a certain number of words
W in mind (generated by a Poisson distribution) and a distribution over the topics
following a so-called Dirichlet distribution (”I am going to write a fraction 0.5 about
work and 0.5 about my emotions and nothing about the other topics”). For each of
the W words we select a topic based on the generated probabilities and select a word
from our set of available words in the dataset using a certain multinomial distribution
over the words for the specific selected topic (e.g. ”job” with a probability of 0.8 for
the topic ”work”).

The key here is to find the probabilities of the words associated with the topics
(hence, this is what we started with in the first place, words and weights for topics).
We start with assigning a word to a topic at random (giving it a weight of 1 in a
single topic, and 0 in all others) and iteratively improve the weights to maximize the
match between our generative process given the topics and associated weights for
words and the observed data. The precise details can be found in [18].

Once we have found the weights, we create attributes per topic, and assign a
values based on the observed frequencies of words and weights assigned to the
words for the topic:
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Nattr
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We end up with scores over all topics.
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•  With our new features we might have very 
low variation on the values 
–  If we have a large windows size, will it matter 

that we move one time point? 
– Disadvantages? 
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Fig. 4.5: Frequencies with the aggregated features for the Fourier Transformation
combined with the labels

overlap	

window	

-me	

Fig. 4.6: Overlapping windows

4.5 Exercises

4.5.1 Pen and paper

1. We have seen several summarization functions that summarize numerical val-
ues within the time domain to a single number (i.e. mean, standard deviation,
minimum, and maximum). Provide an example for all four functions that shows
where that form of summarization can be useful.

2. Define at least two additional summarization function for numerical values in the
time domain and explain what their added value would be over the four we have
already defined in the book. Provide intuitive examples to illustrate your point.
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•  We allow for a certain percentage of 
overlap (typical: 50%, us: 90%) 

•  We only have 2895 remaining instances 
(out of 31838) 


